Assignment: Building and Evaluating a RAG System for Biomedical Multiple-Choice QA
In this assignment, you will implement a simple but complete Retrieval-Augmented Generation (RAG) system and evaluate it on a biomedical multiple-choice question-answering dataset (LitQA2-style).
The goal is to understand how RAG systems work in practice and to compare different retrievers and different answer-generation models.

1. Objective of the Assignment
You will build a RAG system that:
· retrieves relevant information from a biomedical document corpus
· generates multiple-choice answers
You will:
· evaluate how well your system performs on a set of biomedical MCQs
· compare three retrievers and three generation models
· understand trade-offs such as retrieval quality, accuracy, speed, and hallucinations

2. Evaluation Dataset (LitQA2-style MCQ)
You will be given a JSONL file containing 172 multiple-choice questions, in the following format:
{
  "id": "e3b5a4af-41d9-48db-becf-29a08d0ad28e",
  "question": "Acinetobacter lwoffii has been evolved in the lab to be resistant to which of these antibiotics?",
  "options": ["A: ciproflaxin", "B: meropenem", "C: gentamicin", "D: ampicillin"],
  "correct": "A",
  "gold_passage": "A. baumannii readily evolved resistance to meropenem, ciprofloxacin, and gentamicin, but A. lwoffii only evolved resistance to ciprofloxacin",
  "gold_source": "https://doi.org/10.1128/msphere.00109-24",
  "tag": "litqa",
  "version": "1.1-dev"
}
Important Notes
· You must use this dataset only for evaluation, not for training.
· gold_passage is the reference text (evidence) containing the information needed to answer the question. It is used for retrieval evaluation (Recall@k).
· gold_source is an optional bibliographic reference (e.g., DOI). It is not used in evaluation.

3. Document Corpus for Retrieval
You will also receive a corpus of approximately 1,000 biomedical abstracts, covering:
· oncology
· hematologic malignancies
· palliative care
· general clinical topics
Your RAG system must perform retrieval only from this corpus.

4. Retrievers to Compare (3 total)
In your notebook, you must implement and compare the following retrievers:
(a) BM25
· Sparse lexical baseline.
(b) Dense Retriever #1 — MiniLM
Model: all-MiniLM-L6-v2
· Small, fast, strong for semantic similarity.
(c) Dense Retriever #2 — BGE-small-en
· Powerful embedding model for biomedical/technical QA.
You must perform retrieval using all three.

5. Models for Answer Generation (3 total)
You will compare three small instruction-tuned models.
You may use the following (or similar):
1. Flan-T5-small
· Fast and reasonably strong.
2. Flan-T5-base
· Slower but more accurate.
3. Mistral-7B-Instruct (or Q4 quantized if using free Colab GPU)
· Stronger reasoning ability.
If you cannot use Mistral due to GPU limits, you may use Flan-T5-large or Dolly-3B instead.
Prompt Format
Each model should receive input like:
Context: <retrieved_text>

Question: <multiple_choice_question>
Options: A) ...  B) ...  C) ...  D) ...

Based only on the context, choose the correct answer (A, B, C or D).

6. Evaluation Metrics
For every combination of retriever × generator model you will compute:

A. Retrieval Evaluation
For each question:
Recall@k = 1 if the gold document is in the top-k retrieved documents, else 0.
Compute:
· Recall@1
· Recall@5
· Recall@10

B. QA Evaluation
After the model produces an answer (A/B/C/D):
Accuracy (%) = number of correct predictions / total questions

C. Error Analysis (qualitative)
Choose five failed questions and analyze:
· What went wrong?
· Was it a retrieval error or a generation error?
· Did the model hallucinate?
· Was the selected context misleading or irrelevant?

7. Step-by-Step Tasks
You must complete the following steps in your notebook:
1. Compute embeddings for the corpus.
2. Implement all three retrievers:
· BM25
· MiniLM
· BGE-small
3. For each question in the MCQ dataset:
· Compute Recall@k
· Retrieve top-k documents
· Pass the context into each of the 3 generation models
· Record the predicted answer
· Compute accuracy
4. Store the results in tables.

8. Final Comparison Tables
Table 1 — Retrieval Results
	Retriever
	Recall@1
	Recall@5
	Recall@10

	BM25
	…
	…
	…

	MiniLM
	…
	…
	…

	BGE-small
	…
	…
	…



Table 2 — QA Accuracy
	Retriever
	Flan-T5-small
	Flan-T5-base
	Mistral-7B

	BM25
	…%
	…%
	…%

	MiniLM
	…%
	…%
	…%

	BGE-small
	…%
	…%
	…%



Table 3 — Error Analysis (5 failed examples)
Provide a short description for each case.

9. Deliverables
You must submit:
1. A clean Jupyter Notebook (.ipynb)
containing the full pipeline:
retrieval → generation → evaluation → tables → plots (optional)
2. A short PDF report (2–3 pages)
which includes:
· A brief description of what you implemented
· The retrieval and QA results (tables)
· Discussion of your findings
· Which retriever performed best
· Which generation model performed best
· Example errors and observations about hallucinations

